Chapter 4 

Knowledge 

What is knowledge? A traditional answer is that knowledge is a form of justified true belief. To know that s is F is to be fully justified in one's (true) belief that s is F. Normally, these conditions are interpreted so as to be independent of one another. Beliefs can be false, and the truth may not be believed.  Furthermore, one can be fully justified in believing that s is F without s's being F (in which case, of course, one does not know) and have a full justification for something one does not believe. Although still used as a touchstone for epistemological discussion, this orthodox account is no longer deemed satisfactory. It must be either abandoned or severely qualified to withstand a variety of crippling objections. Aside from objections, however, the account remains seriously incomplete insofar as the concept of justification is left unanalyzed. It is of no help to be told that knowledge depends on having an adequate justification if, as is so often the case, one is not told what constitutes an adequate justification.1
I propose to replace this traditional account with an information-theoretic analysis. This chapter is a first step in that enterprise. What follows is a characterization of knowledge in terms of information and belief. Later (Part III) belief itself will be resolved into its informational components, but for the time being, I will use this concept as an auxiliary device to abbreviate matters and  postpone issues that can only be attended to later. When there is a positive amount of information associated with s's being F, 
K knows that s is F = K’s belief that s is F is caused (or causally sustained) by the information that s is F. 

It should be emphasized at the outset that this is intended to be a characterization of what might be called perceptual knowledge, knowledge about an item s that is picked out or determined by factors other than what K happens to know (or believe) about it. That is, following our discussion of de re informational contents in the last chapter, we are concerned with knowing of something that it is F where the something known to be F is fixed by perceptual (noncognitive) factors. We shall, in a later chapter, discuss the nature of the perceptual object—what it is we see, hear, and smell. There it will be argued that the perceptual object is, so to speak, the focus of the information relations holding between the subject and the sources from which he or she receives information. But until this point can be clarified, I must ask the reader to understand s to be something K perceives, something at an informational source about which K receives information. If K has a belief about this object, the belief that it is F, then this belief qualifies as knowledge if and only if that belief is caused (or causally sustained) by the information that it is F. 

The analysis may appear circular. Knowledge is identified with information-produced (or sustained) belief, but the information a person receives (Chapter 3) is relative to what he or she already knows about the possibilities at the source. Since there is a covert reference to knowledge on the right-hand side of the equation (concealed within the idea of information), the equation does not tell us, as it purports to tell us, what knowledge is. Rather, it presupposes that we already understand what knowledge is in its use of the concept information. 

This objection overlooks the recursive character of our equation. Whether a person can learn that s is F may depend on what else he knows about s, but it does not depend, and is not said to depend, on his knowing that s is F. Take, for example, our shell game. The peanut is known to be under one of the four shells. The investigator has already examined the first two shells and found them empty. Given what he knows, there are only two possibilities left. When he turns the third shell over and finds it empty, the observation carries the information that the peanut is under the fourth shell (thereby enabling him to learn the whereabouts of the peanut) because of what he already knows about the first two shells. If we are interested in whether he really does know that the first two shells are empty, we can reapply our formula to this different piece of knowledge. Did the observation of the first shell carry the information that it was empty? If it did, and this information caused him to believe it was empty, then he knows the first shell is empty. The same with the second shell. If these pieces of information (that the first shell is empty, that the second shell is empty) depend, in turn, on something the investigator already knows, then we can continue applying the formula to this collateral knowledge. Eventually we reach the point where the information received does not depend on any prior knowledge about the source, and it is this fact that enables our equation to avoid circularity. What is meant by saying that a belief is caused (or causally sustained) by a piece of information? How can an abstract commodity like information be causally efficacious? Suppose a signal r carries the information that s is F and carries this information in virtue of having the property F'. That is, it is r's being F' (not, say, its being G) that is responsible for r's carrying this specific piece of information. Not just any knock on the door tells the spy that the courier has arrived. The signal is three quick knocks followed by a pause and another three quick knocks. It is this particular sequence that carries the vital piece of information that the courier has arrived. It is not the amplitude or pitch of the sounds that is significant. It is not the time of day at which the knocks occur. It is the temporal pattern of knocks that constitutes the information-carrying feature (F') of the signal. The same is obviously true in telegraphic communication. When, therefore, a signal carries the information that s is F in virtue of having property F', when it is the signal's being F' that carries the information, then (and only then) will we say that the information that s is F causes whatever the signal's being F' causes. 

So, for example, if the particular spacing of the knocks (that spacing that carries the information that the courier has arrived) causes the spy to panic, then the information that the courier has arrived will be said to have caused the spy to panic. If, on the other hand, it is merely a knock on the door that causes the spy to panic (two quick knocks would have had the same result), then the information that the courier has arrived is not the cause of the panic. Similarly, if it is the particular spacing of the knocks that causes the spy to believe that the courier has arrived, then his belief is caused or produced by the information that the spy has arrived. If the belief is brought about merely as a result of several knocks at the door (their pattern being irrelevant to the effect), then although the spy believes the courier has arrived, and although this belief is brought about by the courier's knock, it is not produced by the information that the courier has arrived.3 

I assume that this talk of events having certain effects in virtue of having certain properties is clear enough. Although a substance may dissolve in a liquid, it may not be the liquidity of the solvent that is causally responsible for the effect. The substance dissolves in the liquid in virtue of the liquid's being an acid, not in virtue of the liquid's being a liquid. Similarly, a flying object may break the glass, but that in virtue of which it has this effect is not its being a flying object. Flying cotton balls do not have this effect. What causes the glass to break is the object's having a certain momentum (combined mass and velocity). It is the object's having a sufficiently great momentum, not its having a momentum, that causally explains the breakage. This is not to say that an object's hitting the glass did not cause it to break. Of course it did. But what it was about the object's hitting the glass that made the glass break was not its being an object (i.e., something with mass) that hit the glass, not its hitting (with some velocity) the glass, but its hitting the glass with a sufficiently great combination of mass and velocity. This is why flying bricks break windows but falling leaves do not. 

It is a bit trickier to say what is meant by a piece of information causally sustaining a belief. The reason for including this parenthetical qualification in the characterization of knowledge is to capture an obvious fact about knowledge and the generation of belief —the fact, namely, that a person can know that s is F without his belief having been caused, or in any way brought about, by reliable means. To illustrate, suppose K believes that s is F because an ignorant meddler told him s was F. The ignorant meddler knows nothing about the matters whereof he speaks, but K, unaware of this, believes him. After acquiring this belief, K  undertakes an examination of s and observes it to be F (i.e., comes to know that it is F by perceptual means). In such a case K knows that s is F (having observed it to be F), but his belief that s is F was not caused or produced by the information that s is F. Rather, this belief was caused or produced by the ignorant meddler's assurances, and these assurances lacked the relevant information. 

The reason we say K (now) knows is not because his belief was originally caused by the relevant piece of information, but because his belief is (now) supported or sustained by the relevant piece of information (obtained through his observation of s). I hope this example gives the reader an intuitive idea of the kind of case we mean to be talking about when we speak of information causally sustaining a belief. It is like adding a second piece of string to support an object that is already being suspended by a first piece of string. The object is now being held up by two pieces of string. They both bear some of the weight. Yet, neither piece of string (taken by itself) is necessary since the other piece of string is (by itself) sufficient unto supporting the full weight of the object. In such a case we cannot say that the second piece of string is supporting the object—at least not if this is taken to imply that if we removed it, the object would fall. For, of course, if we removed the second piece of string, the first piece would resume its former role as sole supporter of the object. What we must say about the second piece of string is that it is helping to support the object and that it suffices for support of the object. It is having an effect on the object and, moreover, the sort of effect that would, in the absence of other means of support, suffice for the existence of the effect (suspension). Such, at least, is how I propose to understand a sustaining cause. K's belief that s is F is causally sustained by the information that s is F if and only if this piece of information affects the belief in such a way that it would, in the absence of other contributory causes, suffice for the existence of the belief. The information must play a role similar to that of the second piece of string in our example. 

K's belief that s is F qualifies as knowledge as long as his observation would have produced that belief in the absence of the ignorant meddler's assurances. If we suppose that K would not have trusted his observation without the prior assurances of the meddler (would not have believed, on the basis of the observation alone, that s was F), then the observation does not causally sustain the belief in the required sense (it is not, by itself, sufficient for the belief), and K does not (in such a case) know that s is F. This definition (of one thing causally sustaining another thing) has technical flaws of which I am aware. However, I do not know how to motivate a search for a technical remedy, let alone find such a remedy, without a tedious digression on the nature of causal relations, causal sufficiency, overdetermination, and counterfactuals. I propose, therefore, to rest with what I have. It captures well enough the range of cases for which it is designed. It allows us to say of someone who receives the pertinent information after he has the belief that he nonetheless knows as long as this belief is suitably based on the new information—as long, that is, as the new information causally sustains the belief in the way a second piece of string may help to support an object. It should be clear from such examples that a belief that is caused (or causally sustained) by the information that s is F may not itself embody the information that s is F. Whether or not K's belief that s is F carries the information that s is F depends on what else (besides the information that s is F) may cause K to believe this. In the above example a signal lacking the information that s was F (viz., the ignorant meddler's assurances) caused K to believe that s was F. K later learned s was F by observation. In this case K's belief that s is F (after observing s to be F), though it qualifies as knowledge, does not itself carry the information that s is F. It does not carry this information because signals lacking this piece of information are capable of causing (in fact, did cause) this belief. Not everyone who knows that s is F is someone from whom one can learn that s is F. Whether one can learn that s is F from K depends, not only on whether K knows that s is F, but also on what else (besides the information that s is F) may induce such a belief in K. K is not a reliable informant, although he does know. This, indeed, is why one cannot define knowledge that s is F as a belief (that s is F) which carries this information; for some beliefs that qualify as knowledge do not carry the relevant piece of information.6 

The idea of information causing (or causally sustaining) belief is intended to capture what is worth capturing in the doctrine that for a person's belief to qualify as knowledge, there must not only be evidence to support it, the belief must be based on that evidence. Insofar as the information that s is F causes K's belief that s is F, we can say that the belief is based on the information that s is F. It is important to notice that this is not an inferential account of perceptual knowledge. If K sees s moving and, as a result, comes to the belief that s is moving, we need not suppose that this belief about s was reached via some inference. K's sensory state (whatever is required for him to see s moving) may embody the  information that s is moving, and this information may cause if to believe that s is moving, without K's believing anything about his sensory state itself. His belief is based on (i.e., caused by) the sensory information he receives, but K need not (although he may) believe something about the intrinsic properties of his sensory state, those properties that carry the information about s. K need not believe, 

for example, that he is having a certain sort of visual experience, that he is being appeared to in such and such a way, or that things look so and so to him (where these are understood to be beliefs about the so-called phenomenal character of his experience). It is, of course, the intrinsic properties of the sensory state (those carrying the information that s is moving) that cause K to believe that s is moving, but if no intermediate belief is produced, the belief about s (that it is moving) has no causal ancestors that are themselves beliefs. The belief has no discursive derivation, and in this respect, it is acquired directly and without inference. 

With these preliminaries out of the way we are ready to turn to a defense of our characterization of knowledge. It should be noted at the outset, however, that this is not intended to be a definition of knowledge, something that might be established by conceptual analysis or by an inquiry into the meanings of the terms  "knowledge," "information," "belief," and "cause." It represents a coordination between our ordinary concept of knowledge (or, better, perceptual knowledge) and the technical idea of information developed in Part I. It is an attempt to describe, with the conceptual resources of information theory, the state that is ordinarily described with the verb "to know." In this respect the equation is analogous to a thermodynamic redescription of hot objects in terms of their heat capacity, conductivity, and temperature.7 This is not what it means to be hot, but (thermodynamically speaking) what it is to be hot. We are, as it were, providing a bridge principle between conceptual schemes, not a truth within either scheme. What helps to obscure the interconceptual nature of our equation is the occurrence in it of the word "information." If this word is interpreted in some ordinary sense, as meaning something akin to news, intelligence, instruction, or knowledge, then the characterization of knowledge as information-produced belief may appear trivial and unilluminating. But this is not how the word "information" is being used. This term is to be understood as meaning exactly what it was said to mean in the definition of a signal's information content in Chapter 3. Under this interpretation our information-theoretic characterization of knowledge is an epistemological thesis that is neither trivial nor obvious. Quite the contrary. 

What, then, can be said in support of the idea that knowledge is information-produced belief? What follows is an attempt to mobilize the arguments in favor of this theoretical equation—in particular the arguments for the necessity of information. Later (Chapter 5) we will examine some possible objections. 

Ordinary Judgments 
One way to determine whether Y is necessary for X, when there are independent means for determining the presence of both X and Y, is to sample a number of different situations in order to see whether X ever occurs without Y. If it does, that settles the matter: Y is not necessary for X. If it does not, then, depending on the size of the sample and the variety of situations examined, one has inductive grounds for concluding that (probably) Y is a necessary condition for X. 
This strategy can be employed in the present case only if we have independent means for determining when someone knows something. Since we obviously do not have clear and well-articulated criteria in this area (else philosophical efforts such as the present one would be otiose), one is forced to rely on ordinary, intuitive judgments. There may be disagreements about cases, of course, and when there is, this method will be inconclusive. But if there is a set of clear cases—clear, at least, to the theoretically unprejudiced judge—then they can be used to test the hypothesis. How convincing one finds the results will depend on one's agreement or disagreement with the intuitive sorting on which the results depend. 

We may begin by citing the examples used in previous chapters. In every instance where the signals reaching the subject lacked the relevant piece of information (as defined in Chapter 3), the subject would be judged, on ordinary, intuitive grounds, not to know. When the messenger lost the memo and composed a new one with the name "Herman" on it, the memo carried zero information about who the employees had selected. Hence it did not carry the information that Herman was selected, and it is clear that whatever the employer was induced to believe by the receipt of this message, he did not know that Herman was selected—not if the only relevant communication was the corrupted memo bearing the name "Herman." Similarly, when the employees agreed to protect Shirley by naming Herman if she was selected (and otherwise correctly designating the nominee), the employer may have come to believe, and to believe truly, that Herman was selected, and he may have been caused to believe this by his receipt of a memo with the name "Herman" on it, but he did not thereby come to know that Herman was selected. The reason he did not is that the memo did not carry this information. Hence, the employer's belief could not have been caused by the information that Herman was selected. The remaining examples give the same result. In searching for the peanut under the shells, the subject was described as first examining shells 1 and 2 and finding them empty. Clearly, he does not yet know where the peanut is. Only after finding the third shell empty (or a peanut under it) would we judge knowledge (of the whereabouts of the peanut) to be possible. The first two observations do not carry the information that the peanut is under shell 4, and this, I submit, is the basis for our ordinary judgment that at this stage of the investigation the subject cannot know where the peanut is. He has not yet received the requisite piece of  information.It may be supposed that the examples so far discussed are contrived, and that less artificial examples will prove less favorable. 

The examples have certainly been contrived, but not for the purpose of verifying the present analysis. They have been carefully chosen to illustrate the fundamental ideas of communication theory. Other examples will do as well. In particular, consider a situation in which one might be tempted to suppose that knowledge is possible without the requisite piece of information. There are four possibilities (P, Y, B, and G) at the source. They are equally likely. A signal r arrives, altering the configuration of probabilities as follows: 

P(P/r) = .9 

P{Y/r) = .03 

P(B/r) = .03 

P(G/r) = .04 

The signal raises the probability that s is P and simultaneously lowers the probability of all competing alternatives. Calculation shows that the equivocation of this signal is .6 bits. It carries only 1.4 bits of information about the state of s. Therefore, it does not carry the information that s is P even though s is P. Yet, it may be thought, one can learn from such a signal that s is P. Or, if the probability of s's being P is still deemed too low for knowledge, we can raise its probability to .99 and lower the probabilities of the competitors to .003, .003, and .004, respectively. Even at this level the signal fails to carry the information that s is P, since there remains a positive amount of equivocation. Surely, though, there is some sufficiently high probability for s's beingP (short of 1) that will allow us to know that s is P. Or so it may be argued. 

It is here that intuitions may begin to diverge. The use of this method to test our theoretical equation may therefore become unreliable. The best I can do is to state my own view of the matter. Consider a case that exemplifies the above set of conditional probabilities. You draw a ball from an urn containing 90 pink balls (P), 3 yellow balls (Y), 3 blue balls (B), and 4 green balls (G). Given that you are drawing a ball at random from an urn with this relative distribution of colored balls, the probability of drawing a pink ball is .9, the probability of drawing a yellow ball is .03, and so on. Suppose K receives a message containing the information that you randomly drew a ball from an urn having this distribution of colored balls (e.g., he observes you draw from an urn KN that he has, by prior inspection, determined to have this composition of colored balls). Assuming that you do, in fact, draw a pink ball, does K know that you did? Can he know that you did if all he has to go on is the fact that you drew at random from that urn? 

We may assume that he believes you drew a pink ball. He may be absolutely certain of it. He is, moreover, correct in this belief. But the question remains: does he know it? It seems clear to me that he does not know it. He may be ever so reasonable in believing it (or betting on it), but he is not in the position of someone who actually took a peek at the color of the ball you drew (who saw that it was pink). If you attempted to deceive K by telling him that you selected a yellow ball, he would not, unlike the person who peeked, know you were lying. And there is no significant change in this situation if we increase the relative proportion of pink balls. As long as the information is absent, as it always will be when there are any other colored balls in the urn, knowledge is impossible.8 

The same intuitions operate in more routine contexts. Some neighborhood dog runs off with the steaks K is grilling in his back yard. K catches a glimpse of the dog bounding off with the steaks in his mouth. There is enough information embodied in that brief observation to permit an identification of the dog as a golden  retriever. Now, if you have the only golden retriever in the neighborhood, you can expect K at your doorstep insisting that your dog took his steaks. Whether he knows this or not may still be a matter for dispute (did he actually see the steaks in the dog's mouth?), but one thing seems clear. If there is another golden retriever on the block, usually tied up but occasionally allowed to run free then K, despite his protests, does not know that your dog was the culprit. He may be right in thinking it was your dog, but cross examination should reveal that he does not know it was not the other dog. After all, the other dog, though usually tied, is occasionally allowed to run free. If K cares to make the effort, he may acquire information to the effect that the other dog was tied at the time of the incident. Upon receipt of such information, he may then be said to know that it was your dog who took his steaks. But this judgment merely confirms the information-theoretic condition. For the two pieces of information, visual and (say) acoustic, taken together, contain the information that it was your dog that ran off with the steaks, information that neither signal, taken by itself, contains. 

I do not expect universal agreement about the way I have described these cases. There may be honest differences of opinion over the question of whether an individual (such as K in the last few examples) knows, or does not know, what he is described as knowing and not knowing. There is little to be gained by matching intuitions over controversial cases. A white bird is not a satisfactory test case for the hypothesis that all ravens are black if investigators cannot agree about whether the bird is a raven or not. When disagreement persists, the only reasonable thing to do is either look for other examples, examples about which agreement can be obtained, or seek out more general, systematic considerations that bear on the validity of the hypothesis in question. For the remainder of this chapter I propose to do the latter. What follows are some theoretical considerations favoring an information-based theory of knowledge. The following chapter will examine some of the most serious arguments against such an analysis—in particular those relating to the possibility of receiving information of the required sort and, hence, the possibility of knowing  anything about an independent source. We will return to cases later. 

The Gettier Problem 
In a well-known and much discussed article, Edmund Gettier gives two examples that purport to show that knowledge is not, or is not merely, justified true belief.9 Many philosophers have found these examples convincing. It is worth mentioning, therefore, as a point in favor of the present view that Gettier-type difficulties cannot be raised against an analysis that makes knowledge conditional on the receipt of information. Gettier's examples were designed to apply to those analyses in which the sense of "justified" was such that one could be justified in believing something that was false. If knowledge is viewed as a form of justified true belief, and the justification required for this knowledge is fallible (i.e., one can, in this sense, be justified in believing something false), then this view of knowledge is seriously defective. For one can, in this sense, be justified in believing something that is true without knowing it. For suppose that K is justified in believing that a marker is on square 2 of a checkerboard, but suppose that it is, in fact, on square 3. If we assume that K comes to the belief that the marker is on either square 2 or square 3 on the basis of his justified belief that it is on square 2, and assume that justification is inherited by the known logical consequences of what one is justified in believing, then K's belief that the marker is on either square 2 or square 3 is not only true, but he is justified in believing it. Clearly, however, he does not know it. This example (an adaptation of Gettier's second case) reveals that it is not enough to justifiably believe something that is true. For the truth of what one believes may be quite unrelated to one's grounds (justification) for believing it. The present analysis is immune from such difficulties. The immunity derives from the fact that one cannot receive the  information that s is F when s is not F. K (in the above example) did not receive a message containing the information that the marker was on square 2 because it was not on square 2. He may have received enough information about the location of the marker to justify him in believing it was on square 2, but he could not have received the information that it was on square 2. Hence, even if we accept the principle that K is justified in believing everything he knows to be a logical consequence of what he is justified in believing,10 the most we can infer is that K is justified in believing that the marker is on square 2 or square 3. We cannot reach the conclusion that K's justified true belief (that the marker is on square 2 or square 3) constitutes knowledge. And we cannot reach this conclusion because we have not been told whether K has received the information that the marker is on square 2 or square 3—something that, on the present analysis, is necessary to his knowing. 

There is, of course, the possibility that K receives the  information that the marker is on square 2 or square 3 (but neither the information that it is on square 2 nor the information that it is on square 3) and comes to the (mistaken) belief that it is on square 2 on the basis of this information. He does not know it is on square 2, but we may suppose that he is justified in believing this (the message he received may have made it very probable that the marker was on square 2). K then infers that the marker is on square 2 or square 3. He now has a justified true belief ("true" because the marker is on square 2 or square 3), but this true belief was derived from the false belief that the marker was on square 2. Since K has received the information that the marker was on square 2 or square 3, can we conclude (according to the present analysis) that he knows the marker is on square 2 or square 3? If a subject receives a signal containing the information that s is H (e.g., F or G) and, on the basis of this message, comes to the false belief that s is F, we can say immediately that the subject does not know that s is F. But if the subject then comes to believe that s is H (e.g., F or G) on the basis of his belief that it is F, does he know or does he not know? There is no general answer to this question. We need more details about the particular case. For what is crucial is just how the intermediate (false) belief figures in the generation of the resultant (true) belief. Suppose I observe you smoking what I take to be cigars (actually, they are fat brown cigarettes). Later, when someone inquires about whether or not you smoke, I remember seeing you smoke (what I mistakenly take to be) cigars and answer, "Yes he does." Do I know that you smoke? Do I know that someone left the party early if I reach this (true) conclusion from the fact, or what I take to be a fact, that I saw Betty leaving early? If I am wrong in my belief that it was Betty leaving early (the woman I saw leaving looked just like Betty), does this disqualify me from knowing that someone left early? Of course not. Everything depends on what is causing me to believe that someone left early. Is it the information (which I received in watching a guest depart early) that someone left early? If so, then even if this signal produces in me a false belief (that Betty is leaving early), I nonetheless know that someone left early. This is so because the causal influence of the information (that someone left early) reaches through the intermediate false belief, making it (the intermediate false belief) causally dispensable. Even if it is true (and this is not entirely clear from the way I have described the case) that I believe that someone left early because I believe that Betty left early, still, I do not believe that someone left early only because I believe that Betty (in particular) left early. Were I to discover that it was not Betty I saw leaving early, the belief that someone left early would remain intact, for this belief is (in the imagined situation) anchored in the information I received in watching someone leave early. When this is so, knowledge that s is H is possible even though it is produced in association with a false belief that s is F. 

Situations can easily be imagined, however, in which the resultant true belief is not brought about, or sustained, by the appropriate piece of information. Suppose I am convinced that no one would leave early except Betty. What leads me to believe that someone left early are not just those features of the signal that carry the information that someone is leaving early, but those features that I (mistakenly) take to be carrying the information that Betty is leaving early. If told that it was not Betty I saw to be leaving early, I would abandon my belief that someone left early (the person must have stepped outside for some reason). In this case the belief that someone is leaving early is not causally sustained by the information that someone is leaving early, even though this information is being received. The belief is being caused by those more specific aspects of the signal that I (mistakenly) take to be indicative of Betty's leaving early. In such a case the resultant true belief does not qualify as knowledge. 

The Lottery Paradox 

If you have a ticket in a lottery and millions of other people also hold a ticket, the odds against your winning are enormous. Someone must win (let us say), but the odds against any particular person's winning are overwhelming. Yet, though the probability of your losing be ever so close to unity, it seems wrong to say that you know you are going to lose. For if you know you are going to lose, everyone else who holds a ticket should be similarly qualified, since the odds against their winning are the same. Yet, not everyone can know they are going to lose, since someone is going to win. Can we say that everyone knows they are going to lose except the person who is going to win? This sounds odd. For there is absolutely nothing to distinguish the eventual winner from the eventual losers except the fact that he is going to win. He has the same evidence as everyone else.12 

From an information-theoretic standpoint each of the one million participants in the lottery (assuming it to be a fair lottery in which every ticket holder has an equal chance of winning) is in the same position. The amount of information associated with their holding a winning ticket is nearly 20 bits and the amount of information associated with their holding a losing ticket is very nearly zero. But although the amount of information associated with their holding a losing ticket is very nearly zero, it is not equal to zero. Hence, unless the participants have special information about the eventual outcome of the lottery, none of them have received that (quantitatively) small piece of information which, according to the present view of knowledge, is essential to their knowing they are going to lose. The information-theoretic condition on knowledge neatly explains why nobody knows he is going to lose in a fair lottery.13 Everyone is justified in being pessimistic, but no one has access to the information that would permit them to know they are going to lose. 

One can, of course, reject the information-theoretic analysis of knowledge without endorsing the strange view that everyone  (except the eventual winner) knows he is going to lose in the lottery. Perhaps there are alternative conceptions of knowledge that handle such cases in an equally elegant way. This possibility must be conceded. Nevertheless, there is a related point that I believe gives the competitive edge to an information-based analysis. Suppose that knowledge does not require the receipt of information. Then A' can know that s is F without having received the information that s is F. Suppose, therefore, that A' does know that s is F without having received this piece of information. Since this entails that any signals A may have received bearing information about s were equivocal to some degree, let ep stand for this positive amount of equivocation. Suppose, furthermore, that A' knows that t is G and he knows this without having received the information that t is G. Let eg represent the positive equivocation of those signals (if any) that K has received with respect to t's being G. Since equivocation is additive when the sources are independent of one another, the total equivocation of the ensemble of signals A has received about s is ep + eg. Question: given (by hypothesis) that A knows that s is F and knows that t is G, does he know that s is F and t is G? That is, does he know the conjunction of those things that (taken individually) he knows? The equivocation of the conjunction is greater than the equivocation of either conjunct. And it is easy to see that as one conjoins propositions, each of which, taken individually, is an expression of what K knows to be the case, the total equivocation will continue to increase. It can be made as large as one pleases. If one accepts the principle that if K knows that P and knows that Q, then he knows that P and Q (call this the conjunction principle), then one will be forced to answer the above question in the affirmative. That is, K does know that s is F and t is G because he knows that s is F and he knows that t is G. But, given our opening assumption (that one could know without having received the information), this means that one can know things no matter how large the equivocation becomes, no matter how much information is lost between source and receiver. For as one continues to conjoin propositions (each of which is an expression of what K knows), the equivocation of the conjunction reaches a point where it "swamps" whatever positive information one is receiving. To illustrate, consider the lottery example. A' buys a ticket in the lottery. He then learns that 1 million other tickets have been sold. The receipt of this piece of information makes it overwhelmingly likely that K will lose. The amount of equivocation that remains is negligible (but not, of course, zero). But the same may be said for A''s friends who also (as it turns out) hold losing tickets. If K can know that he is going to lose in the face of such negligible equivocation, then (by parity of reasoning) he can know that his friend 

J is going to lose, since the equivocation associated with J's losing is exactly the same as for K (and J, like A', is going to lose). Hence, we conclude (in accordance with the conjunction principle) that K knows that both he and J are going to lose. But A' has thousands of unlucky friends. All of them hold losing tickets. If negligible equivocation is no obstacle to knowledge, then K can know of each of his friends that they are going to lose. But if he knows it of each, then (by the conjunction principle) he knows it of all. But the equivocation associated with knowing that all his friends are going to lose is no longer negligible. Depending on the number of his unlucky friends, it can be very substantial indeed. If (to take an extreme case) he has 500,000 unlucky friends, the amount of equivocation associated with this (conjunctive) proposition completely overwhelms the small amount of information K has about the truth of each conjunct. In effect, K receives no information about whether or not the conjunction is true (this is 50-50), despite the fact that he has positive information about the truth of each conjunct. We are led to the absurd result that K can know something about which he has received no information—that he can, for example, know that none of his (500,000) friends are going to win the lottery—despite the fact that (given the information he has received) the probability of this result is only 50  percent. The only way to avoid this consequence (while retaining the conjunction principle) is to abandon the hypothesis that K can know that s is F without having received the information that s is F. The knowledge that s is F requires, not simply information about s, but, specifically, the information that s is F. Since this requirement is imposed by our information-based analysis of knowledge, I conclude that, to this extent at least, the analysis is satisfactory. 

It may be supposed that this conclusion could be avoided by abandoning the conjunction principle. And so it could. But it seems to me that this principle is absolutely fundamental. I am not even sure how to argue for it. It should be emphasized, however, that the conjunction principle does not say that if one knows that P and knows that Q, then one knows what is logically implied by P and Q. It may be possible, for instance, for K to know that A is larger than B, and to know that B is larger than C, without knowing that A is larger than C. The conjunction principle does not rule out this possibility. Neither does it imply that if one knows that P and knows that Q, then one believes, knows, or would be prepared to acknowledge that one knows both P and Q. The latter "principles" have their defenders, but I think they should be rejected. At least they should be distinguished from the conjunction principle itself. And when the principle is carefully distinguished from its more suspicious relatives, I think it becomes clear that the price one pays for abandoning it is exorbitant.15 

Communication 

Part of our ordinary conception of knowledge is that it is something that can be imparted by communication between knowledgeable parties. If Herman knows that s is F, then he can, by either word or deed, bring it about that Shirley knows that s is F. He can tell her. Of course, if Herman is dishonest, or is believed to be such by his listeners, then his utterances may not have their usual cognitive upshot.16 No one will believe him. But if communication and learning of the ordinary sort is to occur, there must be some relationship between individuals that can serve as the basis for instruction, for imparting knowledge. We may try to summarize this by saying that when a speaker knows that s is F, sincerely asserts that s is F with the purpose of informing his listeners of what he knows to be the case, is generally reliable and trustworthy about such matters, and is reasonably believed to be such by his listeners, then listeners can learn (come to know) that s is F on the basis of what the speaker tells them. 

I do not really know whether this is a sufficient basis for imparting knowledge by verbal means. But whatever the actual conditions must be, our ordinary practice manifests a conviction that these conditions are frequently realized in our daily intercourse. For we commonly suppose that this is how we learned something: we heard it from Herman, read it in a book, saw it in the newspapers, or heard it on the evening news. Consider, now, what happens to communication of this sort if one denies that the information that s is F is essential to learning that s is F. We can imagine a chain of communication in which there is a small amount of equivocation between adjacent links in the chain. The equivocation between adjacent links is small enough, however, not to interfere with a link's learning what is occurring at the immediately preceding link. K1 receives a signal from the source s, and although the information that s is F is not communicated, the amount of equivocation is small enough to permit K1 to know that s is F. K, now turns to K2 in order to tell him what he (if,) knows to be the case: viz., that s is F. In order to communicate this information, K1 says, "s is F." Since the amount of equivocation between K1 and K2 is small enough not to interfere with K2’s learning what it is that K1 is saying, we may suppose that K2 comes to know what it is that K1 is  saying. Though the auditory signal K2 receives does not make the probability of K1's having said "s is F" equal to unity, though (as a consequence) this signal does not carry the information that K1 said, "s is F," the equivocation of this signal is  sufficiently low to permit K2 to know that K1 said that s was F. Since we may suppose that communication conditions are ideal in every other respect, there is nothing to prevent our concluding that K2 could come to know in this way, not only that K1 said that s was F, but that s was F. After all, K1 knows that s is F, what he said was an honest expression of what he knew, K2 has a well-grounded trust in K1 's veracity and reliability, and moreover, K2 knows that K, said that s was F. Surely this is the kind of situation in which knowledge is imparted. There is, however, a fly in the ointment. The equivocation between the individual links in the communication chain accumulates so that, generally speaking, the equivocation between A and C will be greater than the equivocation between A and B or between B and C. What this means in terms of our example is that, although the amount of equivocation between K1 and the source may be very small (small enough, we are supposing, so as not to interfere with K1 's coming to know that s is F), and although the amount of equivocation between K2 and Kx is also very small (small enough, we are supposing, so as not to interfere with K2 's coming to know what is happening at K1), the equivocation  between K2 and the source is larger than either of these two small equivocations. That is, K2 gets less information about the source than does K1. And when K2 passes the message along to K3 (over a channel similar to that linking K1 and K2), K3 receives even less information about s (although, once again, enough information about K2 to know what is going on there). As we reach the more distant links of this communication chain, Kn will be receiving a negligible amount of information about s. The information about s will gradually evaporate, nibbled to death by the small equivocations existing between adjacent links in the communication chain. 

Eventually, of course, we reach links in the communication chain in which there is virtually no information about the source. The signal Kn+1 receives from Kn will still carry enough information (about Kn) to let Kn + 1 know what Kn is saying (about s), but it will carry virtually no information about s itself. Since the information about s can be made as small as we please (by going to sufficiently distant links in the communication chain), we must suppose that there is some point in the chain of communication where it is impossible to learn that s is F from the arriving signals. After all, the probability of s's being F, given the arriving signal (from the preceding link in the communication chain), can be as close to the chance level as we care to make it. This obviously constitutes a dilemma, and it constitutes a dilemma for anyone subscribing to the opening assumption that knowledge does not require the receipt of the appropriate piece of information. The dilemma is not that as we pass a message from one person to another we may reach a point at which the receiving parties no longer learn what the initiating parties knew (and  communicated), but that it is hard to say just where this point is. This is not an instance of the sorites paradox.17 The dilemma is, rather, that somewhere in the chain of communication the student (K n+1) cannot learn from his instructor (Kn) what Kn knows to be the case, and he cannot learn it from him even though they are communicating over a channel that is just as good as the one over which Kn learned. Kn has a piece of incommunicable knowledge, a piece of knowledge that he cannot share with his students even though he is linked to them by a channel of communication that was good enough to permit him to learn from his teacher. This constitutes a dilemma because one is at a loss to say what the difference is between, say K1, and Kn. They both know that s is F. They are communicating with their listeners over identical channels. Their respective students know and understand what it is they are saying. Both may be assumed to be reliable informants. Yet, K1, succeeds in imparting knowledge to his student (K2), while this is impossible for Kn. 
The source of this dilemma is, of course, the assumption that K1 could learn (come to know) that s is F without having received the information that s is F. The difficulty this presents to communication is really the same difficulty we witnessed in connection with the lottery paradox a few pages back. If one admits the possibility of knowing that s is F without the information that s is F, one is immediately confronted by the fact that the missing information (equivocation), although presumably acceptable when considered in isolation, can be made to accumulate to unacceptable levels very quickly. No matter how little equivocation (greater than 0) one is prepared to tolerate, the fact remains that these negligible amounts of equivocation can be made to add up to something intolerable. And this has the consequence that one cannot know the conjunction of those things that (taken individually) one knows and one cannot impart to others the knowledge that one has. To avoid these consequences, we must accept the view (built into our characterization of knowledge) that the knowledge that s is F requires (because it is required as a cause of belief) the information that s is F. 

Although I consider these arguments in favor of the information-theoretic analysis persuasive, I do not think they are decisive. The ultimate test of a theory lies in its usefulness in organizing and illuminating the material to which it is applied. And of equal importance to the voices speaking in its favor are the voices that fail to speak against it. I turn, therefore, to a consideration of the more serious objections to the present analysis and, in particular, the challenge of skepticism.
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